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Abstract 

We explore methods to reduce the impact of unobserved confounders on the causal mediation analysis of 

high-dimensional mediators with spatially smooth structures, such as brain imaging data. The key approach 

is to incorporate the spatial latent subject-specific spatial confounding effects, which influence the structured 

mediators, as unobserved confounders in the outcome model, thereby potentially debiasing the mediation 

effects. We develop BAyesian Structured Mediation analysis with Unobserved confounders ( BASMU) frame- 

work, and establish its model identifiability conditions. Theoretical analysis is conducted on the asymptotic 

bias of the Natural Indirect Effect ( NIE) and the Natural Direct Effect ( NDE) when the unobserved confounders 

are omitted in mediation analysis. For BASMU, we propose a two-stage estimation algorithm to mitigate the 

impact of these unobserved confounders on estimating the mediation effect. Extensive simulations demon- 

strate that BASMU substantially reduces the bias in various scenarios. We apply BASMU to the analysis of 

fMRI data in the Adolescent Brain Cognitive Development study, focusing on four brain regions previously re- 

ported to exhibit meaningful mediation effects. Compared with the existing image mediation analysis method, 

BASMU identifies two to four times more voxels that have significant mediation effects, with the NIE increased 

by 41%, and the NDE decreased by 26%. 

Keywords: Bayesian non-parametric, brain image, mediation analysis, spatial structure, unobserved confounders 
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assumption proposed in Imai et al. ( 2010 ) , where the pre- 

dictor ( treatment) is fully randomized, but the mediator is 

not. Many recent advances in the high-dimensional mediation 

analyses rely on the no-unobserved-confounding assumption 

( Jiang and Colditz, 2023 ; Lindquist, 2012 ; Nath et al., 2023 ; 

Song et al., 2021a ; Wang et al., 2023 ; Xu et al., 2026 ) . 

The no-unmeasured-confounding assumption is ubiquitous 

in causal mediation analysis and general causal inference. Ex- 

isting methods to address bias from unobserved confounders 

fall into two main categories: sensitivity analysis and external 

information ( negative control or instrumental variable, IV) . 

The sensitivity analysis approach bounds the Natural Indi- 

rect and Direct Effects ( NIE, NDE) given assumptions about 

the scale of unobserved confounding ( Cinelli and Hazlett, 

2020 ; Ding and Vanderweele, 2016 ; Imai et al., 2010 ; Tch- 

etgen and Shpitser, 2012 ; Zhang and Ding, 2022 ) . Classical 

approaches include parametric sensitivity analysis under lin- 
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1 Introduction 

igh-dimensional mediation analysis is increasingly impor-

ant in causal inference with complex data, especially as

rain imaging and connectome datasets grow ( Chen et al.,

022 ; Lindquist, 2012 ) . We propose a causal mediation frame-

ork that accounts for unobserved confounding in high-

imensional structured mediators, motivated by brain imag-

ng data. Using fMRI data from the Adolescent Brain Cognitive

evelopment ( ABCD) study, we investigate how parental ed-

cation affects children’s cognitive ability by identifying the

eural pathways mediating this causal link. 

Despite recent advances in imaging mediation analysis,

he influence of unobserved confounders has largely been

gnored. The no-unobserved-confounding assumption means

hat there exists no unobserved confounding variable that can

mpact both the outcome and the mediator. Existence of such

nobserved confounders violates the sequential ignorability
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ear structural equation models ( LSEMs) with scalar mediators

( Imai et al., 2010 ) and nonparametric extensions ( Tchetgen

and Shpitser, 2012 ) ; see Tchetgen and Shpitser ( 2012 )

for detailed comparisons. Others provide sharp bounds for

binary treatment/outcome ( Ding and Vanderweele, 2016 ) or

use partial R2 to quantify omitted-variable bias ( Cinelli and

Hazlett, 2020 ; Zhang and Ding, 2022 ) . However, sensitivity

analysis cannot directly identify hidden confounders or pro-

duce debiased mediation effects. With high-dimensional me-

diators, it further requires specifying infinitely many possible

combinations of confounder effects across spatial locations,

making this approach especially restrictive. Approaches us-

ing IVs ( Angrist et al., 1996 ; Rudolph et al., 2024 ) or neg-

ative controls ( Lipsitch et al., 2010 ; Miao et al., 2024 ) rely

on stringent validity conditions: IVs must affect the expo-

sure ( or mediator) without directly influencing the outcome

and be independent of all hidden confounders; negative con-

trols must share the same confounding structure while hav-

ing no causal effect. Such variables are rarely available, par-

ticularly with complex neuroimaging mediators. Other direc-

tions, such as using shared structure between confounders

and exposure ( Guan et al., 2023 ) , lie outside the mediation

framework. 

Beyond bias from unobserved confounders, brain imag-

ing mediation faces unique challenges: fMRI data are high-

dimensional and spatially structured, with active mediation

effects confined to small regions. The goal is to identify active

mediation areas in the brain after accounting for unobserved

confounding. Existing high-dimensional methods assume no

unobserved confounding, and standard remedies ( sensitivity

analysis, IVs, negative controls) do not adapt, leaving no prin-

cipled way to adjust for spatially varying confounding. 

To close this gap, we introduce BASMU ( BAyesian Struc-

tured Mediation analysis with Unobserved confounders) , a

Bayesian framework that leverages spatial information to

partially recover unidentifiable confounding effects. BASMU

targets structured unobserved confounders with spatially

smooth effects on the mediator, and directly estimates the

subject-specific spatial confounding effect. Building on the

classical LSEM of Baron and Kenny ( 1986 ) , we extend it

to include unobserved confounders in both mediator and

outcome models. Under mild conditions, these confounders

can be estimated from the mediator model and used to

debias the outcome model. We provide theoretical results

on the asymptotic bias when such confounders are omitted

and propose several algorithms to estimate subject-specific

spatial confounding effects. BASMU allows flexible priors

for the confounder coefficients and consistently outperforms

competing methods in simulations, while increasing detec-

tion of significant mediation effects in ABCD brain imaging

data. 

Section 2 introduces the structured mediation framework

with unobserved confounders and its identifiability and bias

analysis. Section 3 outlines the two-stage estimator, Section 4

compares Bayesian Image Mediation Analysis ( BIMA) and

BASMU in simulations, Section 5 applies the method to ABCD

data, and Section 6 concludes. 
p
2 BAyesian Structured Mediation with 

Unobserved confounders framework 

tructured mediators are multivariate mediators with latent 

orrelation, such as 2D/3D fMRI images, time series, or net- 

ork data. For subject i , denote the functional mediator as 

i (s ) , s ∈ S ⊆ R 
d , where S may be a spatial grid, time points, 

r a compact 3D brain domain. The mean function E { Mi (s )} 
s assumed to vary smoothly, for example, through low-rank 

patial bases or autoregressive time dependence. A scalar me- 

iator with no variation in S cannot separate unobserved con- 
ounding from spatial-independent noise. In structured me- 

iation analysis, ignoring unobserved confounders yields bi- 

sed estimates. Unlike approaches relying on sensitivity anal- 

sis or external instruments, we estimate unobserved con- 

ounders directly by exploiting spatial structure. Motivated 

y the ABCD study of children’s brain fMRI, we examine 

ow parental education influences children’s general cogni- 

ive ability through the mediation of brain development at 

oxel locations s j ∈ S. 
For subject i = 1 , . . . , n and grid location j = 1 , . . . , p, let 

i (s j ) be the image intensity, Xi the scalar exposure, Ci ∈ R 
q 

he observed confounders, and Yi the scalar-valued outcome. 

he domain S is partitioned into disjoint pixels {�s j 
}p 

j=1 of of 
qual Lebesgue measure p−1 with centers s j . We abbreviate 
rid-based functional values as ηi =

{
ηi (s j )

}p 

j=1 , and similarly 
or α, β, ξk . Standard notation includes GP (0 , κ ) for a Gaus- 

ian Process with mean 0 and covariance κ(·, ·) , and | A | be 
he cardinality of a set A ( see Table S1 ) . 

We present the BASMU framework, based on the structural 

quation models. Figure 1 provides the causal illustration. 

Mi (s j ) = α(s j ) Xi +
∑ q 

k =1 ξk (s j ) Ci,k + ηi (s j ) + εM,i (s j ) , ( 1) 

Yi = 

p ∑ 

j=1 
β(s j ) Mi (�s j ) + γXi +

q ∑ 

k =1 
ζk Ci,k 

+ 

p ∑ 

j=1 
ν(s j ) ηi (s j ) λ(�s j ) + εY,i , ( 2) 

here εY,i 
iid ∼ N(0 , σ 2 Y ) , εM,i (s j )

iid ∼ N(0 , σ 2 M 
) . In model ( 2 ) , 

i (�s j ) = E 

{
Mi (s j )

}
λ(�s j ) + εM,i (�s j ) with εM,i (�s j )

ind ∼
(0 , σ 2 M 

λ(�s j )) . 

In the mediator model ( 1 ) , we use α to denote the impact of 

he treatment Xi on the image mediator Mi , ξk the functional- 

oefficient for the vector-valued confounders Ci ∈ R 
q , ηi the 

ubject-specific spatial confounding effect, and εM,i the spa- 

ially independent noise term. Model ( 1 ) is the structured me- 

iator where the mean part of ( 1 ) follows a certain spatial 

attern induced by Gaussian Process Kernels ( see details for 

he Gaussian Process ( GP) priors in Section § 3 and Equation 

 ) . 

In the outcome model ( 2 ) , we use β(s ) to denote the medi- 

tor Mi (�s j ) ’s effect on the outcome Yi . Here, Mi (�s ) denotes 

he integrated effect of the random function Mi (s ) over a small 

oxel �s . We use γ , ζk to denote the effect of the exposure Xi 

nd the observed confounder Ci,k , respectively. BASMU ex- 

licitly models unobserved confounders by exploiting spatial 

https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
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Figure 1 Model overview. Causal graph representation of BASMU. X → Y is the NDE, and the mediation pathway X → M → Y is the NIE. 

The unobserved confounders may take on many forms. BASMU aims to account for the spatially varying unobserved confounders η(s ) . The 

brown arrows represent the unobserved confounding effect ignored by many high-dimensional mediation methods. The grey arrows indicate 

we allow the confounders Ci , ηi to impact Xi , although this impact is not explicitly modeled ( see details in the sensitivity analysis in 

Section S8 ) . Abbreviations: BASMU, BAyesian Structured Mediation analysis with Unobserved confounders; NDE, Natural Direct Effect; NIE, 

Natural Indirect Effect. 
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tructure via the subject-specific spatial confounding effect

i (s ) , and uses the effect of ηi (s ) on Yi to represent the impact

f unobserved confounders, denoted as ν(s ) . 

The key intuition behind BASMU is that when an unob-

erved confounder influences both the mediator and the out-

ome, its effect on the mediator is unlikely to be homoge-

eous. Because the mediator itself exhibits spatial variation,

he unobserved confounder must also leave a spatially vary-

ng footprint on the mediator. This latent structural effect can

e captured by the subject-specific spatial confounding effect

i (s ) . By incorporating ηi (s ) into the outcome model, BASMU

aptures the potential influence of unobserved confounders

n the outcome, thereby reducing bias that arises when such

onfounding is ignored. 

Consider the following example: if there exists an unob-

erved confounder Zi of unknown dimension m , in the medi-

tor model ( 1 ) , there would be a term 

∑ m 
r=1 ξr,z (s j ) Zr,i , which

lays the same role as 
∑ q 

k =1 ξk (s j ) Ci,k . Since Zi is unobserv-

ble, if ξm,z (s j ) is a spatially varying effect, we can replace

he term 

∑ m 
r=1 ξm,z (s j ) Zr,i by the subject-specific spatial con-

ounding effect ηi (s j ) , as long as they have the same spatially

arying structure so that ηi (s j ) is separable from the indepen-

ent noise εM,i (s j ) . 

With the presence of unobserved confounders ηi as shown

n the BASMU model ( 1 ) and ( 2 ) , we follow the mediation as-

umption proposed in VanderWeele and Vansteelandt ( 2014 )

nd make the following causal identification assumptions: for
any i , endogenous x, and m , 

(i) Yi, (x, m ) ⊥ Xi | { Ci , ηi } , (ii) Yi, (x, m ) ⊥ Mi | { Ci , Xi , ηi } , 
(iii) Mi, (x) ⊥ Xi | { Ci , ηi } , (iv) Yi, (x, m ) ⊥ Mi, (x′ ) | { Ci , ηi } . ( 3)

The first three assumptions ensure that the confounders

control the outcome-treatment confounding, the outcome-

mediator confounding, and the mediator-treatment confound-

ing, respectively. The fourth assumption ensures the outcome-

mediator confounders are not affected by the underlying en-

dogenous treatment x. For Assumption ( iv) to hold, in the

true data-generating mechanism, ηi is allowed to be a base-

line variable, but not allowed to be a post-exposure variable

affected by Xi , that also affects both the mediator Mi (s ) and

outcome Yi , while not being part of the mediator of inter-

est. We include a detailed discussion on the implications of

Assumption ( iv) in Supplementary Section S10 . The set of

assumptions in ( 3) is the same as in Ding and Vanderweele

( 2016 ) , where a sensitivity analysis strategy is proposed for

binary outcomes with binary exposures and scalar mediators.

Here, we take advantage of the subject-specific spatial con-

founding effect ηi as the unobserved confounders. Under Sta-

ble Unit Treatment Value Assumption and causal identifi-

cation assumptions in ( 3) , following a similar argument in

Lindquist ( 2012 ) , we can derive the NIE and NDE in the form

of estimable parameters using the proposed structural equa-

tion models ( 1 ) and ( 2 ) . 

https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
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Conditional on { Ci , ηi } , the average treatment effect be-
tween x and x′ is 

E 

[
Yi, { x, Mi, (x) } −Yi, { x′ , Mi, (x′ ) } 

]
, 

which can be decomposed into the NIE, 

E 

[
Yi, { x, Mi, (x) } −Yi, { x, Mi, (x′ ) } 

] =
p ∑ 

j=1 
β(s j ) α(s j ) λ(�s j )(x − x′ ) , 

and the NDE, 

E 

[
Yi, { x, Mi, (x′ ) } −Yi, { x′ , Mi, (x′ ) } 

] = γ (x − x′ ) . 

Our primary interest is in estimating the spatially varying NIE,

defined as E (s ) = α(s ) β(s ) , and the scalar-valued NIE is E =∑ p 
j=1 α(s j ) β(s j ) λ(�s j ) . For spatial mediation analysis, we are

not only interested in the scalar-valued NIE E , but also the
spatial decomposition of NIE in S where E (s ) is nonzero. 
The joint identifiability of models ( 1 ) and ( 2 ) is non-trivial,

especially with the introduction of ηi and ν. We impose a set

of model identifiability assumptions. 

Define column vectors X = ( X1 , . . . , Xn ) 
T ∈ R 

n , C =
( C1 , . . . , Cn ) 

T ∈ R 
n ×q . Let { ψl (s )} ∞ 

l=1 be a set of basis of
L2 (S ) . Denote the basis coefficients θηi ,l =

∫ 
S ηi (s ) ψl (s ) λ(d s ) ,

and θη,l =
(
θηi ,l , . . . , θηn ,l 

)
. 

Assumption 1: ( i) Conditional on (X , C ) , there exists a 

constant matrix W = (Wi,k ) ∈ R 
n ×(q +1) such that 

det { W
 (X , C ) } � = 0 ; ( ii) there exists a constant vector 

b = (b1 , . . . , bq )

 such that for any s ∈ S and 

k = 1 , . . . , q + 1 , 
∑ n 

i =1 Wi,k ηi (s ) = bk ; ( iii) the design 

matrix after basis decomposition {
X , C , θη, 1 , . . . , θη,L 

} ∈ R 
n ×(L +1+ q ) is assumed to be full 

rank, and for any subset Sm ⊂ S where |Sm | = m , the 

design matrix before basis decomposition { 
X , C , { η(sk )} sk ∈Sm 

} 
∈ R 

n ×(m +1+ q ) is also assumed to be 

full rank. ( iv) The unobserved confounding effect ν is 

either low-rank ( i.e. ν(s ) = ∑ L 
l=1 θν,l ψl (s ) , L = o(n ) ) , or 

is sparse ( i.e. 

ν = (ν(s1 ) , . . . , ν(sp )) ∈ { v ∈ R 
p : ‖ v‖0 = m} , m = o(n ) ) . 

Remark. Assumption 1 is to guarantee the identifiability of

the BASMU model. Assumption 1 ( i) and ( ii) are used in the

proof of identifiability of { ηi } n i =1 in the mediator ( 1 ) , which
guarantees the identifiability of all parameters in the media-

tor model ( 1 ) . Assumption 1 ( iii) and ( iv) are to ensure that

the design matrix in the outcome model ( 2 ) is full-rank and

ν is either sparse or low-rank, which ensures the identifia-

bility of β, γ , { ζk } q k =1 , ν, σY in the outcome model ( 2 ) , given
{ ηi } n i =1 . One example of Assumption 1 is b = 0 and W = (X , C ) ,

and θη,l ∈ R 
n are sampled from a subspace of R 

n orthogonal

to span { X , C} . Note that this orthogonality is in the sense of
linear algebra, meaning that there are n − 1 − q free random

variables in θη,l . This does not mean θη,l is independent from

{ X , C} as random variables; on the contrary, this assumption

restricts the sample space of θη,l to be constrained by { X , C} . 
Let θall = { α, { ξk } q k =1 , { ηi } n i =1 , σM , β, γ , { ζk } q k =1 , ν, σY } be the

collection of all parameters in model ( 1 ) and ( 2 ) . 

Proposition 1: Under Assumption 1 , the BASMU model 

in ( 1 ) and ( 2 ) is jointly identifiable, i.e. given the 
density function 
∏ 

i f (Yi , Mi ; θ| Xi , Ci ) , ∏ 

i 

f (Yi , Mi ; θall | Xi , Ci ) =
∏ 

i 

f (Yi , Mi ; θ∗
all | Xi , Ci ) 

implies θall = θ∗
all . 

Proposition 1 shows that as long as ν has a latent low- 

imensional representation, or ν is sparse, the proposed 

ASMU model ( 1 ) and ( 2 ) are jointly identifiable. In the next 

ection, we analyze the bias induced by ignoring the unob- 

erved confounder in ( 2 ) . 

2.1 Structured mediation when omitting 
unobserved confounders 

f we ignore the impact of unobserved spatial confounders on 

he outcome, the potentially biased outcome model can be 

efined as 

Yi =
p ∑ 

j=1 
β(s j ) Mi (�s j ) + γXi +

q ∑ 

k =1 
ζk Ci,k + εY,i , 

εY,i 
i.i.d ∼ N(0 , σ 2 Y ) . ( 4) 

This outcome model ( 4) , a simplified special case of our 

roposed BASMU model when ν(s ) ≡ 0 for all s ∈ S, is widely 
pplied in many high-dimensional mediation analysis meth- 

ds ( Jiang and Colditz, 2023 ; Lindquist, 2012 ; Song et al., 

021a , b ; Wang et al., 2023 ; Xu et al., 2026 ) . These meth- 

ds often assume the high dimensional mediation effects 

ave some low-dimensional latent structures; the difference 

s in the various low-dimensional space representations, in- 

luding but not limited to: mapping through a known set 

f bases, such as the piecewise polynomials B-spline basis 

 Lindquist, 2012 ) , or the global Bernstein polynomial ba- 

is ( Jiang and Colditz, 2023 ) , in the Bayesian alternative, 

hrough GP priors ( Xu et al., 2026 ) or vector-valued pri- 

rs with a dense covariance matrix ( Song et al., 2021a ) , or 

mposing a conditional autoregressive correlation structure 

 Wang et al., 2023 ) . Using low-dimensional representations 

o approximate the high-dimensional parameter is an effec- 

ive and ubiquitous approach in many high-dimensional data 

nalysis problems. This makes our proposed BASMU frame- 

ork even more valuable, because this idea can essentially 

e extended to any type of low-dimensional representations 

imply by changing the structure of ηi to the corresponding 

ow-dimensional manifold. As one example, BIMA ( Xu et al., 

026 ) has demonstrated the flexibility of using GP priors since 

he low-dimensional representation can be adjusted using dif- 

erent covariance kernels. We refer to model ( 1 ) and ( 4) as 

he BIMA framework ( Xu et al., 2026 ) , where the unobserved 

onfounders are omitted. 

2.2 Bayesian bias analysis with omitted 

unobserved confounders 

he bias analysis highlights the need for BASMU: spatial me- 

iation models like BIMA are unbiased only without unob- 

erved confounders, but in practice, bias is inevitable and de- 

ends on both confounder scale and spatial mediator distri- 

ution. The posterior mean of α in the mediator model ( 1 ) 

s a consistent estimator ( Xu et al., 2026 ) . Hence, the main 
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ocus is on the asymptotic bias of the posterior mean of β

nder ( 4) as a point estimator. We assign a GP prior on β ∼
P (0 , σ 2 β κ ) . By Mercer’s theorem, for a given kernel κ(s, s′ ) =
 ∞ 

l=1 λl ψl (s ) ψl (s
′ ) , we can represent β(s ) = ∑ L 

l=1 θθβ ,l ψl (s ) ,

 = o(n ) , where θβ,l 
ind ∼ N(0 , λl σ

2 
β ) . 

We use a superscript ‘0’ to denote a true parameter value,

.g., θ0 . Denote the true unobserved confounder term U0 :=
η0 

)T 
ν0 ∈ R 

n , and given estimators ̂ η and ̂ ν, denote ̂ U :=
( ̂  η) T ̂ ν ∈ R 

n . The result below discusses the asymptotic bias

f β under model ( 4) , where the unobserved confounder is

mitted, and model ( 2 ) , where the unobserved confounder is

onsidered. 

For the structured mediator Mi (�s j ) = E 

{
Mi (s j )

}
λ(�s j ) +

M,i (�s j ) , εM,i (�s j )
ind ∼ N(0 , σ 2 M 

λ(�s j )) , denote Ei (s ) :=
 { Mi (s )} . In addition, denote the basis coefficients under GP
asis decomposition as θE,i,l =

∫ 
S Ei (s ) ψl (s ) λ(d s ) , where ψl is

he same basis function in the GP prior of β. 

Assumption 2: ( i) For any l , l′ , 
lim n →∞ n

−1 ∑ n 
i =1 θE,i,l θE,i,l′ = Hl ,l′ , where Hl ,l′ is some 

finite constant; ( ii) For any l, 

lim n →∞ n
−1 ∑ n 

i =1 θE,i,l U
0 
i = h0 

l 
, where h0 

l 
is a finite 

constant, U0 
i is the i th element in U

0 . 

Assumption 3: Conditional on ̂  η and ̂  ν, 

lim n →∞ n
−1 ∑ n 

i =1 θE,i,l ̂
 Ui 

p → ̂
 hl , where ̂  hl is a random 

variable that only depends on ̂  η and ̂  ν. 

One example of Assumption 2 is to view Ei (s ) as i.i.d sam-

les from some unknown process E(s ) ( e.g., Gaussian Process)

ith finite first and second moments, and Hl ,l′ is the finite co-

ariance for the basis coefficients at l and l′ . If we view el-

ments in U0 as n i.i.d samples drawn from a distribution U 

ith finite second moments, h0 
l 
is the covariance between the

th basis coefficient of E(s ) and U , and is also finite ( Holder’s

nequality) . The same example applies to Assumption 3 . 

In Theorem 1 below, we use ̂ θB 
β to denote the point esti-

ator under the BIMA outcome model and use ̂  θF 
β to denote

he point estimator under the full BASMU outcome model

hat takes into account the unobserved confounders. Denote˜ 
i,l =

∫ 
S 
Mi (s ) ψl (s ) λ(d s ) and ˜ M ∈ R 

n ×L , (˜ M )i,l = ˜ Mi,l , and de-

ote A := ˜ MT ̃  M ∈ R 
L ×L where L = o(n ) . Denote σmin (A ) and

max (A ) as the smallest and largest singular values of A , re-

pectively. 

Theorem 1: Assume that A satisfy 

0 < cmin < lim inf 
n →∞ 

σmin (A ) /n ≤ lim sup 
n →∞ 

σmax (A ) /n ≤ cmax < ∞ 

with probability 1 − exp { −c0 n} for some positive 
constant c0 , cmin , cmax . In addition, in the GP prior 

basis coefficients θβ,l 
ind ∼ N(0 , σ 2 

β λl ) , assume that 

λL > cλn
−1+ aλ for some positive constant cλ, aλ. We 

can draw the following conclusions given 

Assumptions 2 and 3 : 

( i) When U0 = 0 , i.e. no unobserved confounder, the 

asymptotic bias of ̂  θB 
β is 0. 

( ii) Given Assumptions 2 and 3 , and assume that the 

true unobserved confounder term 

∑ n 
i =1 

(
U0 

i 

)2 
/n is 
finite, then the bias of the posterior mean of θβ under 

BIMA model ( 4) bias (̂ θB 
β )

p → (H + σ 2 
M 
IL )

−1 h0 , and the 
bias under the full model ( 2 ) 

bias (̂ θF 
β )

p → (H + σ 2 
M 
IL )

−1 
(
h0 −̂ h 

)
. 

Remark. The result of Theorem 1 is conditional on the true

values of γ and ζk in ( 2 ) for simplicity of the analysis. A similar

bias analysis result can be drawn on the NDE γ if we treat

X as one additional column in ˜ M , and the bias of γ is the

corresponding element in bias (̂ θB 
β ) and bias (

̂ θF 
β ) . 

Implications. Theorem 1 ( i) can be seen as a corollary of ( ii) .

Based on Theorem 1 ( ii) , we can expect that: ( a) the bias of

BIMA depends on the scale of the unobserved term h0 , and

is nonzero unless h0 = 0 ; ( b) the bias of BASMU depends on

the estimation of ̂  η and ̂  ν; ( c) larger random noise σM in the

mediator model may reduce the bias, because larger random

noise makes the observed mediator Mi (s ) less correlated with

the subject-specific spatial confounding effect ηi (s ) . 

3 Two-stage estimation 

The most natural way to estimate models ( 1 ) and ( 2 ) is to use

a fully Bayesian approach to update all parameters iteratively.

This involves updating the subject-specific spatial confound-

ing effects ηi jointly from both models ( 1 ) and ( 2 ) in every

iteration. Due to the large parameter space of { ηi } n i =1 to search
from, the joint estimation approach usually takes very long to

converge. For every iteration when { ηi } n i =1 is updated, the new
{ ηi } n i =1 can have a huge impact on the likelihood of ( 2 ) , and all
other parameters in ( 2 ) need longer iterations to converge to

stable values, hence the joint estimation can make estimating

the outcome model ( 2 ) very unstable. Because the posterior of

{ ηi } n i =1 is mainly dominated by the mediator model ( 1 ) , sam-
pling { ηi } n i =1 based solely on ( 1 ) can already give a consistent
estimation ( see the remark of Assumption 1 ) ; hence, instead

of the fully Bayesian joint estimation approach, we propose

the two-stage estimation. 

In the two-stage estimation, we compute the posterior of

model ( 1 ) and ( 2 ) separately. First, we draw posterior samples

based on model ( 1 ) based on the priors 

α ∼ GP (0 , σ 2 α κ ) , ξk ∼ GP (0 , σ 2 ξ κ ) , ηi ∼ GP (0 , σ 2 η κ ) , ( 5)

and compute the posterior mean of ηi conditional only on

model ( 1 ) , denoted as ̂  ηi . Using ̂  ηi as part of the fixed design

matrix in ( 2 ) , draw MCMC samples from ( 2 ) conditioning on

ηi = ̂ ηi , based on the following prior for ν, 

ν(s ) = g(s ) δ(s ) , g(s )
ind ∼ N(0 , σ 2 ν ) , δ(s )

ind ∼ Ber (1 / 2) . ( 6)

The two-stage estimator uses a flexible spatially indepen-

dent prior on ν with a sparsity-inducing variable δ. Simula-

tions show ̂  ηi estimates ηi well when p � L ( i.e., the ηi kernel

is smooth) . Estimating ν remains challenging if ηi is misspeci-

fied, but the flexible prior still greatly improves β estimation

over BIMA. For faster computation, we apply SVD to { ηi } n i =1 ;
the full algorithm is in Web Algorithm 1 . 

We compare BIMA, which ignores unobserved confounders,

with BASMU’s two-stage estimator in simulated examples.

Though not fully Bayesian, it yields accurate point estimates

and debiases β provided ̂ ηi is reasonably close to the truth.

https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
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Table 1 Simulation result of the scalar NIE E averaged over 100 replications. 

BIMA BASMU BIMA BASMU BIMA BASMU 

Case 1 dense ν Case 3 all 0 ν Case 5 dense ν, ση = 1 

Bias −2.72 1.06 Bias −0.5 −0.17 Bias 13.31 2.21 

Var 3.59 4.11 Var 2.31 4.49 Var 3.35 3.2 

MSE 10.97 5.20 MSE 2.53 4.48 MSE 180.36 8.06 

Case 2 sparse ν Case 4 sparse ν, n = 600 Case 6 dense ν, σM = 4 

Bias 7.56 1.87 Bias 10.77 2.29 Bias −6.33 −0.57 
Var 3.42 3.76 Var 1.54 1.54 Var 13.43 12.63 

MSE 60.51 7.22 MSE 117.5 6.79 MSE 53.36 12.82 

The smaller MSE of E is bolded in each case. The default generative parameter settings are ση = 0 . 5 , n = 300 , σM = 2 . Abbreviation: NIE, Natural Indirect 

Effect. 
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Supplementary Section S7 provides additional simulation

comparisons among different implementations of BASMU, in-

cluding a fully joint update algorithm. 

4 Simulation study 

4.1 Simulation I: high-dimensional comparison 

under varying cases 

We compare the performance of BIMA and BASMU through
extensive simulation studies. For α, β, and ν, we simulate 2D
p = 40 × 40 images ( true signals are shown as in Web Figure
S1 and Web Figure S4a ) . For the GP priors in ( 5 ) and β, we
use the Matérn kernel with ρ = 2 , τ = 0 . 2 , d = 2 , 

κ(s′ , s ; τ, ρ) = Cν (‖ s′ − s ‖2 2 /ρ) , Cτ (d) := 21 −τ

�(τ ) 

(√ 

2 τd
)τ

Kτ (
√ 

2 τd ) . ( 7) 

The GP prior parameters α, β, ηi , ξk use the same basis decom-

position of the kernel function in ( 7 ) , denoted as κ(s′ , s ) =∑ ∞ 

l=1 λl ψl (s
′ ) ψl (s ) . For example, β(s ) is approximated by∑ L 

l=1 θβ,l φl (s ) with the prior θβ,l 
ind ∼ N(0 , λl σ

2 
β ) . Set L = 120

basis coefficients as the cutoff. We use the Metropolis-

Adjusted Langevin Algorithm for updating α and β, and the

Gibbs sampler for the rest of the parameters. For the outcome

models in both BIMA and BASMU, we use a total of 2 × 104 

iterations with the last 10% used as MCMC samples. The me-

diator model ( 1 ) uses 103 iterations with the last 10% used as

MCMC samples. 

Table 1 outlines six cases varying ση, σM , and n to illustrate

Theorem 1 , with three ν signal patterns ( dense, sparse, zero;

Web Figure S4a ) , based on 100 replications. Dense ν signals

use low-dimensional basis coefficients mapped to R 
p via the

Matérn kernel ( 7 ) . We report the bias, variance, and MSE of

the scalar NIE E ( Table 1 ) , and visualize voxelwise MSE and
bias of the posterior mean β(s ) over 100 replications ( Web

Figures S2 , S3 ) . Each voxel s j shows the bias/MSE of its pos-

terior mean. 

Results in Table 1 show that BASMU generally achieves the

lowest MSE for E , except for Case 3 where no unobserved
confounding effect is present. To verify the theoretical impli-

cations by Theorem 1 , comparing Case 2 and 4, as n increases,

the MSE of BASMU decreases, whereas the BIMA model has

increased MSE and bias. This is because ‖ h0 −̂ h ‖2 decreases
s ̂ U → U0 when n increases. Comparing Case 1 and 5, as ση

ncreases, U0 increases, the MSE for BASMU has little change 

ompared to the huge increase in MSE and bias for BIMA due 

o the increased scale of U0 . Comparing Cases 1 and 6, as σM 

ncreases, the bias for BASMU decreases. In fact, from the spa- 

ial MSE and bias in Web Figure S3 Case 6 compared to Case 1, 

oth BIMA and BASMU have an overall decreased MSE and 

ias in β, though the decreased bias area does not overlap 

ith the true nonzero signal regions in α and β, hence, not 

ully reflected in the result of scalar NIE. 

Web Figures S2 and S3 show straightforward evidence that 

he two-stage estimation of BASMU can indeed reduce the 

ias of β(s ) and have a lower MSE over varying spatial loca- 

ions in all scenarios. In Web Table S2, we also provide the 

DE result with similar implications. 

4.2 Simulation II: low-dimensional comparison 

across different mediation frameworks 

e compare BASMU with PTG ( Song et al., 2021b ) , HDMA 

 Gao et al., 2019 ) , and BIMA in a low-dimensional simulation 

 p = 32 × 32 ) . Existing high-dimensional mediation models 

re affected differently in the presence of unmeasured con- 

ounders. Supplementary Section S5 provides a brief descrip- 

ion of PTG and HDMA. We chose these three methods be- 

ause each represents a different high-dimensional mediation 

ramework. HDMA represents the Frequentist screening fol- 

owed by de-biased estimation approach ( Zeng et al., 2021 ) , 

nd is recommended as one of the best-performing meth- 

ds for identifying active mediators in Clark-Boucher et al. 

 2023 ) . PTG represents the Bayesian style composite model- 

ng of α(s j ) , β(s j ) with shrinkage priors. BIMA represents the 

ayesian approach that models the low-dimensional structure 

f functional parameters with spatially smooth GP priors. 

We use a low-dimensional case because PTG and HDMA are 

omputationally intensive in higher dimensions. Table 2 re- 

orts NIE and NDE point estimates, with posterior means for 

TG, BIMA, and BASMU. BASMU achieves the lowest MSE for 

oth NIE and NDE. Among methods assuming no unmeasured 

onfounding, BIMA and HDMA have similar MSEs, but HDMA 

hows higher variance, while BIMA is more biased. BIMA 

onsistently captures the same confounded low-dimensional 

tructure, while HDMA’s spatial-independent screening varies 

cross datasets as unmeasured confounding ηi changes. 

https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
https://academic.oup.com/biometrics/article-lookup/doi/10.1093/biomtc/ujag110#supplementary-data
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Table 2 Simulation result of the scalar NIE E and NDE γ averaged over 100 replications. 

NIE NDE 

Bias Var MSE Bias Var MSE 

PTG −10.55 4.54 115.77 PTG −18.07 12.54 338.89 

HDMA −4.2 30.25 47.55 HDMA 4.21 28.4 45.86 

BIMA 7.5 1.78 58.02 BIMA −6.26 0.19 39.33 

BASMU 2.04 1.37 5.52 BASMU −2.34 0.06 5.52 

The smallest MSE of E is bolded in each case. The default generative parameter settings are ση = 0 . 5 , n = 300 , σM = 2 , p = 32 × 32 . ν is the sparse 

triangle. Abbreviations: NDE, Natural Direct Effect; NIE, Natural Indirect Effect. 

Table 3 Comparison of ABCD data analysis under BIMA and BASMU. 

Selection of active mediation voxels E(s j ) 
Region code and name BIMA BASMU common BIMA_only BASMU_only size 

34 Cingulum_Mid_R 80 ( 13%) 342 ( 57%) 68 12 274 605 

57 Postcentral_L 108 ( 9%) 246 ( 21%) 92 16 154 1159 

61 Parietal_Inf_L 138 ( 20%) 387 ( 56%) 131 7 256 696 

67 Precuneus_L 150 ( 14%) 404 ( 37%) 137 13 267 1079 

Effect size of E
Region code and name BIMA NIE BASMU NIE BIMA NIE ( +) BASMU NIE ( +) BIMA NIE ( −) BASMU NIE 

( −) 
34 Cingulum_Mid_R 0.007 0.007 0.022 0.032 −0.015 −0.025 
57 Postcentral_L 0.007 0.021 0.068 0.087 −0.062 −0.065 
61 Parietal_Inf_L 0.009 0.000 0.163 0.163 −0.154 −0.162 
67 Precuneus_L 0.051 0.075 0.107 0.140 −0.057 −0.065 
The top table reports the active voxel selection, from columns 3 to 8: number of active voxels selected by BIMA/BASMU ( brackets: percentage of selected 

voxels over the total number of voxels) , number of commonly selected voxels, number of voxels only selected by BIMA/BASMU, and the total number of 

voxels in each region. The bottom table reports the numeric values of the NIE, from columns 3 to 8: summation of NIE over the region under BIMA/BASMU, 

summation of NIE over voxels with positive effect under BIMA/BASMU, and summation of NIE over voxels with negative effect under BIMA/BASMU. 

Abbreviations: ABCD, Adolescent Brain Cognitive Development; BASMU, BAyesian Structured Mediation analysis with Unobserved confounders; BIMA, 

Bayesian Image Mediation Analysis; NIE, Natural Indirect Effect. 
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5 ABCD data application 

or the real-data analysis, we use ABCD release 1 ( Casey

t al., 2018 ) to study how children’s task fMRI signals me-

iate the effect of parental education ( bachelor’s degree or

igher) on children’s general cognitive ability. The struc-

ured mediator is 3D task fMRI data; confounders include

ge, gender, race/ethnicity ( Asian, Black, Hispanic, Other,

hite) , and household income ( < 50 k, 50–100k, > 100 k) ,

ith multi-level variables binary coded. For the potential un-

bserved confounders, there are many known and unknown

actors that could influence both the mediator ( fMRI signal)

nd the outcome ( children’s cognitive score) . We could only

ive a few examples that may have such spatial effects, in-

luding cognitive growth heterogeneity due to nutritional in-

ake, differential exposure to neurotoxic pollutants ( e.g., lead,

ir pollution) that alter brain development, regional socioe-

onomic disparities affecting educational opportunities and

hronic stress levels, genetic polymorphisms influencing cor-

ical maturation, and differences in sleep patterns or physical

ctivity that modulate neural activation patterns. 

The task fMRI data is 2-back 3mm task contrast data,

nd the preprocessing method is described in Sripada et al.

 2020 ) . Each voxel in the 3D image mediator represents the
brain signal intensity when the subject tries to remember the

tasks they performed 2 rounds ago. Using the same dataset as

Xu et al. ( 2026 ) , which ignored unobserved confounders, we

reanalyze the four regions with the strongest mediation ef-

fects ( Table 3 ) using BASMU. After preprocessing, we have

n = 1861 subjects and p = 3539 voxels. The four regions

of interest ( p = 3539 voxels) define the support S.. We use
the same Matérn GP kernel as Xu et al. ( 2026 ) . BIMA and

BASMU share the mediator model results with 104 iterations;

BIMA’s outcome model uses 3 × 104 iterations. For BASMU,

we first fix δ(s ) = 1 and run 104 iterations to obtain ini-

tial values, then run the two-stage algorithm for 2 × 103 it-

erations, keeping the last 20% as the MCMC sample. Run-

time: 54 minutes ( mediator) , 61 minutes ( BIMA outcome) , 4

hours ( BASMU outcome) on an Apple M1 laptop with 8-GB

memory. 

Table 3 shows the comparison of NIE between BIMA and

BASMU. We use the criteria of whether the 95% credible in-

terval includes 0 for active mediation voxel selection. In the

bottom table of NIE size, the total, positive, and negative ef-

fects are separately reported for each method. The posterior

mean of NDE under BIMA is 0.247. The NDE under BASMU

is 0.183. The NIE over all locations is 0.073 for BIMA, and
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Figure 2 Coronal view of active NIE E areas. The blue areas are active mediation voxels selected by BIMA, the red areas are selected by 
BASMU, and the overlaying purple areas are commonly selected by both methods. Abbreviations: BASMU, BAyesian Structured Mediation 

analysis with Unobserved confounders; BIMA, Bayesian Image Mediation Analysis; NIE, Natural Indirect Effect. 
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0.103 for BASMU. To check the model fitting, the R2 for the

BIMA outcome model ( 4) is 0.41, and the R2 for the BASMU

outcome model ( 2 ) is 0.42. Figure 2 provides a visual illustra-

tion of the selected active mediation voxels. Web Figure S4b

gives a scatter plot of each estimated E (s j ) between BIMA and

BASMU. 

Based on Table 3 , BASMU tends to select more active me-

diation voxels in all top four regions compared to BIMA. Es-

pecially in region 34 ( right middle cingulum) , an area for

integrating memory information, BASMU selects three times

more mediation voxels, although the scalar NIE for this re-

gion remains unchanged. In terms of effect size, BASMU in

region 57 ( left postcentral) , an area for episodic memory re-

trieval, has a larger scale in NIE. In the scatter plot in Web

Figure S4b , we can see that the large positive voxels are usu-

ally selected by both methods, whereas BASMU gives more

selection on smaller positive effects. In the coronal view of

the brain image NIE ( Figure 2 ) , the center of the large active

areas is usually selected by both methods, whereas the edge of

those large areas tends to differ between BIMA and BASMU. In

summary, after accounting for the unobserved confounders,

we tend to select more active mediation voxels, and the effect

of parental education on children’s general cognitive ability

mediated through children’s brain activity takes a larger pro-

portion of the total effect after adjusting for the unobserved

confounders. The NDE also tends to decrease after adjusting

for unobserved confounders. 

6 Conclusion and discussion 

In this work, based on the BIMA ( Xu et al., 2026 ) , we pro-

pose the BASMU framework for structured mediators to ac-

count for the unobserved confounder effects. We utilize the

subject-specific spatial confounding effects as the unobserved

confounders and incorporate them into the outcome model.

We provide rigorous proof for the theoretical analysis on the

asymptotic bias of the outcome model and the identifiability

of the BASMU model. For the estimation step, due to the com-

plexity of the BASMU model, we propose the two-stage esti-

mation algorithm. While full Bayesian inference from joint

estimation is challenging, our two-stage estimation method

yields reasonably accurate point estimates for β and NIE, as
videnced by extensive simulation results. Alternative ways of 

he two-stage algorithm include bootstrap, or updating ηi and 

pdating all other parameters until convergence, and then it- 

ratively updating ηi in loops until full convergence. We apply 

ASMU in the ABCD study and find that the mediation effect 

akes a larger proportion after adjusting for the unobserved 

onfounders. A discussion on the limitations of BASMU can 

e found in the Supplementary Materials Section S10 . 
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S1 Table S1 of Notations for Quick Reference

S2 Proof of Proposition 1

Proof. Denote θ = (α, β, ξ, ζ, η, ν, σM , σY ) as the collection of all parameters. First of all, based on

model (1) and the fact that for the intensity measure ofMi(∆sj) over a small voxel partition ∆sj fol-

lows Gaussian distribution Mi(∆sj) = E {Mi(sj)}λ(∆sj)+ϵM,i(∆sj), the mean and variance func-

tion of Mi(∆sj) can be uniquely identified, hence σM and the mean function E {Mi(sj) | θ,Xi, Ci}
are both uniquely identifiable. We denote the mean function E {Mi(sj) | θ,Xi, Ci} as

Ai,j(α, ξ, ηi) = Xiα(sj) +

q∑
k=1

Ci,kξk(sj) + ηi(sj)

Similarly, σY is also uniquely identifiable. In the derivation below, for simplicity we denote

Bi(γ, ζ, ν, ηi) = Xiγ +

q∑
k=1

Ci,kζk +

p∑
j=1

ν(sj)ηi(sj)λ(∆sj)

Let Mi = {Mi(∆sj)}pj=1. Conditional on the covariates Xi, Ci,k, the joint distribution of Yi,Mi

can be expressed as

π (Yi,Mi | Xi, {Ci}mk=1 , θ) = π (Yi | Mi, Xi, {Ci}mk=1 , θ)

p∏
j=1

π (Mi(∆sj) | Xi, {Ci}mk=1 , θ)

=
1√
2πσ2Y

exp

− 1

2σ2Y

Yi − p∑
j=1

Mi(∆sj)β(sj)−Bi(γ, ζ, ν, ηi)

2
×

p∏
j=1

 1√
2πσ2Mλ(∆sj)

× exp

− 1

2σ2M

p∑
j=1

1

λ(∆sj)
(Mi(∆sj)−Ai,j(α, ξ, ηi))

2


1



Table S1: Table of Notations

Notation Description
X Exposure or treatment variable
M Mediator variable with spatial structure, such as brain imaging data
Y Outcome variable
C Observed confounders
ηi subject-specific spatial confounding effects

representing unobserved confounding factors
ν Effect of unobserved confounders on the outcome

α(sj) Impact of the treatment X on the mediator at location sj
ξk(sj) Functional coefficient for the observed confounders C on M at location sj
β(sj) Effect of the image mediator M on the outcome Y at location sj
γ Direct effect of X on Y
ζk Coefficient for the k-th observed confounder Ck on Y

ϵM (sj) Spatially-independent noise term in the mediator model at location sj
ϵY Error term in the outcome model

λ(∆sj) Lebesgue measure on the pixel partition ∆sj
GP(0, κ) Gaussian Process with mean function 0 and covariance function κ
θη,l Basis coefficients for the Gaussian Process prior

for subject-specific spatial confounding effects η
ψl(s) Basis functions for the Gaussian Process prior
θall Collection of all parameters in models
U0 True unobserved confounder term

Û Estimator of the unobserved confounder term
MSE Mean Squared Error
NIE Natural Indirect Effect
NDE Natural Direct Effect
σM Variance of the noise term in the mediator model
σY Variance of the noise term in the outcome model
ση Variance of the Gaussian Process prior for η
σν Variance of the Gaussian Process prior for ν
δ(s) Selection variable for the prior on ν
E(s) Spatially-varying NIE
E Scalar-valued NIE

Suppose that Yi takes value yi and Mi(∆sj) takes value mi,j in the joint density function, note

that yi and mi,j can be any real values. We can write the log joint density function over the i-th

2



individual i = 1, . . . , n as

n∑
i=1

{
log π(yi, {mi,j}pj=1 | Xi, {Ci,k}qk=1 , θ)

}

∝
n∑

i=1

{
− 1

2σ2Y
y2i −

1

2σ2Y

 p∑
j=1

mi,jβ(sj)

2

− 1

2σ2Y
B2

i (γ, ζ, ν, ηi)

+
1

σ2Y
yi

 p∑
j=1

mi,jβ(sj)

+
1

σ2Y
Bi(γ, ζ, ν, ηi)yi +

1

σ2Y

 p∑
j=1

mi,jβ(sj)

Bi(γ, ζ, ν, ηi)

− p

2σ2M

p∑
j=1

(mi,j)
2 − p

2σ2M
A2

i,j(α, ξ, η) +
p

2σ2M

p∑
j=1

mi,jAi,j(α, ξ, ηi)

}

This is a polynomial of yi,mi,1, . . . ,mi,p, and we only need to match the coefficients of the first-

order, second-order, and interaction terms to identify the unique coefficients. Hence σ2Y can be

uniquely determined by the quadratic term
∑n

i=1 y
2
i , similarly {β(sj)}pj=1 uniquely determined by

the interaction terms {
∑n

i=1 yimi,j}pj=1, and Bi(γ, ζ, ν, ηi) uniquely determined by the first-order

term yi. Given that {β(sj)}pj=1 and σ
2
Y are uniquely identifiable, we can also uniquely determine σ2M

from the coefficient of
∑n

i=1

∑p
j=1m

2
i,j . Given the identified {β(sj)}pj=1, σ

2
Y and σ2M , Ai,j(α, ξ, ηi)

is also identified from the coefficient of the first-order mi,j .

Now we have shown the identifiability of σ2Y , σ
2
M , {β(sj)}

p
j=1, Ai,j(α, ξ, ηi) and Bi(γ, ζ, ν, ηi).

Next, we need to show that the rest of the parameters (α, ξ, ζ, η, ν) can also be uniquely iden-

tified from Ai,j(α, ξ, ηi) and Bi(γ, ζ, ν, ηi). Given Assumption 1.1-2, the identifiability of α, ξ, η in

Ai,j(α, ξ, ηi) directly follows from Proposition 1 in Xu et al. (2026).

To show the identifiability of γ, ζ, ν in Bi(γ, ζ, ν, ηi), note that given Bi(γ, ζ, ν, ηi) and ηi are

identifiable for i = 1, . . . , n, comparing Bi(γ
′, ζ ′, ν ′, ηi) = Bi(γ, ζ, ν, ηi), i = 1, . . . , n to reach the

identifiability of γ, ζ, ν is equivalent to solving a linear system (given that the design matrix is full

rank, Assumption 1.3 ) with n equations and p+ 1+ q variables. Hence under the assumption (ii)

where ν is sparse, ν ∈ ΘSP, when n is large enough, the number of nonzero elements in ν will be

smaller than n− q − 1, hence γ, ζ, ν are all identifiable.

Under assumption (i), ν is spatially-correlated and can be decomposed using L number of basis.

Let ν(s) =
∑L

l=1 θν,lψl(s), and

∫
S
ν(s)ηi(s)λ(ds) =

∫
S

L∑
l=1

θν,lψl(s)ηi(s)λ(ds) =

L∑
l=1

θν,lθηi,l

Hence

Bi(γ, ζ, ν, ηi) = Xiγ +

q∑
k=1

Ci,kζk +

L∑
l=1

θν,lθηi,l

Based on Assumption 1.3, with the design matrix B = (X,C1, . . . ,Cq,θη,1, . . . , θη,L) ∈ Rn×(1+L+q).
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And Bi(γ, ζ, ν, ηi)−Bi(γ
′, ζ ′, ν ′, ηi) = 0 for i = 1, . . . , n can be written as

B ·
{
(γ, ζ, θν,1, . . . , θν,L)

T −
(
γ′, ζ ′, θ′ν,1, . . . , θ

′
ν,L

)T}
= 0

By Assumption 1.3, det(B) > 0, hence (γ, ζ, θν,1, . . . , θν,L) =
(
γ′, ζ ′, θ′ν,1, . . . , θ

′
ν,L

)
, therefore γ, ζ, ν

are also identifiable. Similarly, if ν ∈ ΘSP, the design matrix becomes{
X,C1, . . . ,Cq, {η(sk)}sk∈Sm

}
∈ Rn×(m+1+q)

where Sm = {s : ν(s) ̸= 0}, and is also full rank by Assumption 1.

S3 Proof of Theorem 1

Proof. Throughout this proof, we use the notation op(1) as follows: if Xn = op(1), Xn
p→ 0 as

n→ ∞.

Using the decomposition on β(s) =
∑L

l=1 θθβ ,lψl(s), M̃i,l =
∫
SMi(s)ψl(s)λ(ds), the full outcome

model can be decomposed as

Yi =

L∑
l=1

θβ,lM̃i,l + γXi +

q∑
k=1

ζkCi,k +

p∑
j=1

ηi(sj)ν(sj) + ϵY,i

where ϵY,i
iid∼ N(0, σ2Y ).

With the prior specification θβ,l
ind∼ N(0, σ2βλl), denote diagonal matrix D ∈ RL×L, where

(D)l,l′ = λlI(l = l′). Denote M̃i =
(
M̃i,l, . . . , M̃i,L

)T
∈ RL. The posterior mean of θβ is

Var {θβ | ∼} =

(
1

σ2β
D−1 +

1

σ2Y

n∑
i=1

M̃iM̃
T
i

)−1

E {θβ | ∼} = Var {θβ | ∼}

 1

σ2Y

n∑
i=1

Yi − γXi −
q∑

k=1

ζkCi,k −
p∑

j=1

ηi(sj)ν(sj)

 M̃i


To simplify these two bias expressions, we denote M̃ ∈ Rn×L with each row being M̃T

i . Let

A := M̃T M̃ ∈ RL×L.

Denote the point estimator θ̂Fβ = E {θβ | ∼} for the posterior mean under full model (2). Denote

4



θ0 as the true parameters. Conditional on the estimator η̂ and ν̂, the bias of θ̂Fβ can be written as

bias(θ̂Fβ ) = E
(
θ̂Fβ − θ0β

)
= EY |{X,C,M}

(
θ̂Fβ

)
− θ0β

= Var {θβ | ∼} 1

σ2Y

n∑
i=1

{(
θ0β
)T
M̃i +

(
ν0
)T
η0i − (ν̂)T η̂i

}
M̃i − θ0β

Similarly, if we denote the point estimator using BIMA model as θ̂Bβ ,

bias(θ̂Bβ ) = Var {θβ | ∼} 1

σ2Y

n∑
i=1

{(
θ0β
)T
M̃i +

(
ν0
)T
η0i

}
M̃i − θ0β

Recall the notation M̃ ∈ Rn×L and A := M̃T M̃ ∈ RL×L, we can simplify bias(θ̂Fβ ). By the

singular value assumption of A in Theorem 1, with probability 1 − exp {−c0n}, A is full rank.

Conditioning on the event that A is full rank hence invertible, denote η0 ∈ Rn×p with the i-th row

being ηTi .

bias(θ̂Bβ ) =

[
σ2Y
σ2β
D−1 +A

]−1 [
Aθ0β +

(
M̃
)T (

η0
)T
ν0
]
− θ0β

=

[
σ2Y
σ2β
D−1A−1 + IL

]−1 [
θ0β +A−1

(
M̃
)T (

η0
)T
ν0
]
− θ0β

(∗)
=
[
IL −

(
τ2DA+ IL

)−1
] [
θ0β +A−1

(
M̃
)T (

η0
)T
ν0
]
− θ0β

= A−1
(
M̃
)T (

η0
)T
ν0 −

(
τ2DA+ IL

)−1
[
θ0β −A−1

(
M̃
)T (

η0
)T
ν0
]

Note that (∗) uses the Identity (I + A)−1 = I − A(I + A)−1 = I − (A−1 + I)−1, and the notation

τ−2 =
σ2
Y

σ2
β
.

Proof of Part (i)

Now we can see that if
(
η0
)T
ν0 = 0, i.e. when the unmeasured confounder effect does not

exist, the bias of θ̂Fβ becomes

bias(θ̂Bβ ) = −
(
τ2DA+ IL

)−1
θ0β

The range of bias(θ̂Bβ ) is controlled by the smallest and largest eigen-values of (τ 2DA+IL)
−1, scaled

up to a rotation of θ0β . Note that σmin(D)σmin(A) ≤ σmin(DA) ≤ σmax(DA) ≤ σmax(D)σmax(A).

With the assumption λL > cλn
−1+aλ , use h ≳ g to denote the inequality h > cgg up to a positive

constant cg that does not contain any rate of n. We can see that σmin(D)σmin(A) ≳ naλ → ∞ as

n→ ∞, and σmax(D)σmax(A) ≲ n→ ∞, hence bias(θ̂Bβ ) → 0 as n→ ∞.

Proof of Part (ii)

5



Similarly, when
(
η0
)T
ν0 ̸= 0,

bias(θ̂Bβ ) =
[
τ−2D−1 +A

]−1
(
M̃
)T (

η0
)T
ν0 −

(
τ2DA+ IL

)−1
θ0β

bias(θ̂Fβ ) =
[
τ−2D−1 +A

]−1
(
M̃
)T {(

η0
)T
ν0 − (η̂)T ν̂

}
−
(
τ2DA+ IL

)−1
θ0β

As we’ve shown that
(
τ2DA+ IL

)−1
θ0β = op(1), we focus on the first term in both bias expressions.

For the image mediatorMi, the mediator model (1) assumes thatMi(sj) = E {Mi(sj)}+σMZi,j ,

where Zi,j are the independent standard normal variables. Under the orthonormal decomposition,

M̃i,l = µi,l + σMZi,l where the Zi,l are still independent standard normal under orthonormal trans-

formation, and µi,l is a constant mean term that determines mean structure of M̃i,l. Hence we can

write M̃ = µ+ σMZ ∈ Rn×L.

[
τ−2D−1 +A

]−1
(
M̃
)T (

η0
)T
ν0 ={

1

n

[
τ−2D−1 + (µ+ σMZ)T (µ+ σMZ)

]}−1{ 1

n
(µ+ σMZ)T

(
η0
)T
ν0
}

The denominator can be broken down into 4 parts,

1

n

[
τ−2D−1 + (µ+ σMZ)T (µ+ σMZ)

]
=
1

n
τ−2D−1 +

1

n

n∑
i=1

µiµ
T
i +

σ2M
n

n∑
i=1

ZiZ
T
i +

σM
n

n∑
i=1

(
µiZ

T
i + Ziµ

T
i

)
The first term 1

nτ
−2D−1 = op(1) since 1/n/λL ≲ n−aλ → 0.

By Assumption 2, the second term has a constant limit, where µi,l =
∫
S {Ei(s)ψl(s)}λ(ds).

We denote H = limn→∞
1
n

∑n
i=1 µiµ

T
i ∈ RL×L, where the (l, l′)-th element in H is Hl,l′ , a finite

constant introduced in Assumption 2.

The third term has the limit
σ2
M
n

∑n
i=1 ZiZ

T
i

p→ σ2MIL due to the i.i.d. normality of Z. The

last term is also op(1), because the (l, l′)-th term is a normal variable with mean 0 and variance
1
n2

∑n
i=1

(
µ2i,l + µ2i,l′

)
for l ̸= l′, and 4

n2

∑n
i=1 µ

2
i,l for l = l′. Because (H)l,l = limn→∞

1
n

∑n
i=1

(
µ2i,l

)
is a constant, (H)l,l/n→ 0.

Hence the denominator is equivalent to op(1) +H + σ2MIL.

To analyze the numerator and simplify the notations, we use U0 :=
(
η0
)T
ν0 ∈ Rn, similarly,

Û := (η̂)T ν̂ to denote the unmeasured confounder term. The numerator can be expressed as

1

n
(µ+ σMZ)T

(
η0
)T
ν0 =

(
1

n

n∑
i=1

{µi,l + σMZi,l}U0
i

)L

l=1

Note that σM
n

∑n
i=1 Zi,lU

0
i

p→ 0 for all l since
∑n

i=1

(
U0
i

)2
/n is finite (assumption made in part

(ii) of Theorem 1).

With the Assumption 2 that h0 = limn→∞
∑n

i=1 µiU
0
i is a finite vector in RL, we can draw the

6



conclusion that bias(θ̂Bβ )
p→ (H + σ2MIL)

−1h0.

Similarly, if we define ĥ = limn→∞
∑n

i=1 µiÛi, the bias of θβ under the joint model (2) becomes

bias(θ̂Fβ )
p→ (H + σ2MIL)

−1
(
h0 − ĥ

)
.

S4 Two-stage Algorithm: update of ν in the outcome model

Let η̂ ∈ Rp×n be the estimator of η obtained using the mediator model. We present details for

updating ν and δν in Algorithm 1. Updating ν requires fast linear regression using SVD on η,

which can be split into two cases, one with the nonzero element in ν greater than n, and the other

smaller than n.

Algorithm 1 Two-stage Algorithm
for Iterations t = 1, 2, ... do

update θβ according to the posterior derivations.
Section 1: Update ν using SVD on the design matrix.
Let δ1 = {sj : ν(sj) ̸= 0} and δ0 = {sj : ν(sj) = 0}.
Let |δ1| be the length of δ1, and |δ0| be the length of δ0.
Denote η̂T

1 =
(
η̂T
)
[:,j],j∈δ1 ∈ Rn×|δ1|, and do an SVD on η̂T

1 = UDV T.

Let Yν = Y − γX − CTζ − MTβ ∈ Rn be the residual without the ηTν term, and let
Y∗

ν = UTYν .
if |δ1| > n then

Let τ2 = σ2ν/σ
2
Y . α1 ∼ N|δ1|(0, σ

2
νI|δ1|), and sample α2 ∼ Nn(0, σ

2
Y In).

Set ν∗ = α1 + τ2V D(1 + τ2D2)−1(Y∗
ν −DV Tα1 − α2). ν[j],j∈δ1 = ν∗.

else Sample ν∗ ∼ N|δ1|(E1, V1), where V1 =
(
σ−2
Y D2 + σ−2

ν I|δ1|
)−1

, E1 = V1
(
σ−2
Y DY∗

ν

)
.

Set ν[j],j∈δ1 = V ν∗.
end if
Sample ν0 ∼ N|δ0|(0, σ

2
νI|δ0|), and let ν[j],j∈δ0 = ν0.

Save ν as the t-th sample ν(t).
Section 2: Update δν sequentially.
Let pδ be the hyper-parameter for the Bernoulli prior on δν . Here we set pδ = 0.5.
Compute the residual vector as R = Yν − η̂T(ν ∗ δν) ∈ Rn.
for location j = 1, . . . , p do

if δν,j = 1 then R1 = R, R0 = R+
(
η̂T
)
j
∗ νj ;

else R1 = R−
(
η̂T
)
j
∗ νj , R0 = R;

end if
log l1 = −0.5/σ2Y ∗ ∥R1∥22, log l0 = −0.5/σ2Y ∗ ∥R0∥22.
p1 = explog l1−log l0 , p1 = p1 ∗ pδ/(1− pδ), p0 = 1/(p1 + 1), p1 = 1− p0.
Sample Uj ∼ Unif[0, 1], δν = 1 if Uj < p1 and set R = R1, otherwise δν = 0, R = R0.

end for
Save δν as the t-th sample δ

(t)
ν .

Update the rest of parameters γ, ζ, σ2Y , σ
2
γ , σ

2
ζ , σ

2
ν using standard Gibbs Sampler.

end for
return the MCMC chains of θβ , ν, δν , γ, ζ, σ

2
Y , σ

2
γ , σ

2
ζ , σ

2
ν .
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S 5 A b ri ef i n t r o d u c ti o n o n t h e c o m p e ti n g m e t h o d s u s e d i n Si m-

ul a ti o n I I i n S e c ti o n 4. 2

P T G ( Pr o d u ct- T hr e s h ol d- G a u s si a n), i m pl e m e nt e d i n t h e R p a c k a g e b a m a ( Ri x et al., 2 0 2 3), pl a c e s

a j oi nt pri or o n t h e p air of p ar a m et er s α (s j ), β(s j ), b ut i g n or e s t h e s p ati al c orr el ati o n a cr o s s

di ff er e nt l o c ati o n s s j . H D M A ( hi g h- di m e n si o n al m e di ati o n a n al y si s), i m pl e m e nt e d i n t h e R p a c k a g e

h d m e d ( Cl ar k- B o u c h er et al., 2 0 2 3), i s a fr e q u e nti st a p pr o a c h t h at a p pli e s SI S ( S ur e I n d e p e n d e n c e

S cr e e ni n g) t o fir st s c r e e n o ut t h e hi g h- di m e n si o n al m e di at or t o l o w er di m e n si o n s, a n d t h e n u s e s

d e- bi a s e d L a s s o e sti m at or f or t h e l o w er- di m e n si o n al e ff e ct s.

S 6 A d di ti o n al Si m ul a ti o n a n d R e al D a t a A n al y si s R e s ul t s
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Figure S2: MSE based on 100 replications for β(s) over different spatial locations s, under all
simulation cases. The color bar ranges from 0 to 0.48, from white to red.
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Figure S3: Bias based on 100 replications for β(s) over different spatial locations s, under all
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Figure S4: Additional simulation and real data plots.
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S7 Empirical Validation of the Two-Stage approach

The two-stage approach described in Algorithm 1 is not a fully Bayesian approach, and this can raise

problems in the uncertainty quantification using the posterior samples. The simulations in the main

manuscript have demonstrated the point estimation accuracy, and this section provides additional

empirical validation on the variable selection accuracy using the posterior credible interval. The

key criterion of interest is to use the 95% credible interval as the selection criterion for active spatial

NIE E(s).
We implement three versions of the BASMU model, and compare them with BIMA to check

the variable selection accuracy. The main version is Two-stage with the sparse ν prior, the same

prior used in the main manuscript (6). The second version is the Two-stage algorithm with a

Gaussian process prior on ν, ν ∼ GP(0, σ2νκ), where the GP kernel is the same as other functional

priors in (5). The third version is a fully joint update with the same GP prior ν ∼ GP(0, σ2νκ).

In the joint update, the posterior of η is updated from the likelihoods of both (2) and (1), and is

a fully Bayesian approach. We have experimented with the joint update using the sparse ν prior,

but the joint updating algorithm failed to converge due to the highly flexible ν and η joint update,

especially when they don’t share the same low-dimensional structure in the case of the sparse ν

prior.

The simulation uses the sparse ν pattern as shown in Figure S4a, because in practice the

smoothness of ν is usually unknown, but the majority of the brain voxels should not contain

significant confounding effects of the unobserved confounders. The rest of the simulation setting

is as follows: n = 300, σM = 2, ση = 0.5. When using the posterior MCMC samples for variable

selection of E(s), if the 95% credible interval does not contain 0, the corresponding E(s) is deemed as

having an active spatial contribution to the total NIE. We apply this criterion to all four methods:

BIMA, BASMU with Two-stage and sparse ν prior, BASMU with Two-stage and GP ν prior, and

BASMU with fully joint update and GP ν prior. Because the fully joint algorithm fails to converge

given a sparse ν prior, we choose not to include it in the comparison. The variable selection is

evaluated on the False Positive Rate (FPR), Power (or True Positive Rate), and Accuracy (the

binary classification accuracy). The result based on 100 replications is reported in Table S3.

Note that this simulation setting is even more challenging for variable selection compared to the

previous point estimation. Because the true signal pattern of E(s) as shown in Figure S1 decays

smoothly to 0. The smallest nonzero E(s) in this case is 0.0014, which is still deemed as an active

voxel even though the effect size is very small. This also fits the real data application where the

fMRI signals can be very small (see Figure S4b).

As shown in Table S3, Two-stage with sparse ν prior performs the best, with the lowest FPR

and highest accuracy. Two-stage with GP prior and the joint approach both assume ν has a

low-dimensional structure that can be represented by a smooth GP kernel, which is not true in

this case given the true pattern of ν (see Figure S4a). So the last two columns with GP priors

are understandably worse than the sparse ν prior. But even with the mis-specified GP prior, the

Two-stage BASMU model with GP ν prior still has better accuracy and lower FPR than BIMA,
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Table S3: Simulation comparison of the variable selection results on active spatial NIE, averaged
over 100 replications (standard deviations are in the brackets). FPR stands for false positive rate.
Power is the true positive rate. ACC stands for accuracy, and is defined as the binary classification
accuracy 1

p

∑p
j=1 I(I(Ê(sj) ̸= 0) = I(E(sj) ̸= 0)).

BIMA BASMU
TwoStage(Sparse) TwoStage(GP) Joint

FPR 0.19 (0.03) 0.14 (0.04) 0.17 (0.05) 0.30 (0.08)
Power 0.88 (0.02) 0.87 (0.03) 0.86 (0.03) 0.94 (0.04)
ACC 0.82 (0.03) 0.86 (0.03) 0.83 (0.04) 0.74 (0.06)
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Figure S5: Posterior distribution of scalar-valued NIE and NDE for all methods, based on a one-
time simulation. The dashed vertical line indicates the true scalar-valued NIE and NDE.

the biased model. For the joint BASMU model with GP ν, although the updates of ν and η are in

the low-dimensional space (GP coefficients), there are still too many free parameters that the joint

model has the highest standard deviations and worst variable selection performance based on the

95% CI criterion.

To check and compare the posterior coverage of the Two-stage algorithms and the joint algo-

rithm, we plot the empirical posterior distributions on the scalar-valued NIE and NDE based on

MCMC samples in Figure S5. Note that since BIMA uses the MALA algorithm, to guarantee

convergence, θβ in BIMA’s MCMC is thinned every 10 iterations, and we take the thinned last 400

MCMC samples based on the original 4000 iterations. Hence, the empirical NIE is based on 400

MCMC samples and the NDE is based on 4000 MCMC samples.

Figure S5 shows that the posterior means of all three BASMU implementations are closer to

the truth than the biased model BIMA. Additionally, the joint algorithm indeed has wider support

compared to the two-stage algorithms. This is due to the highly flexible parameter space where

η and ν are allowed to be jointly updated. Still, the majority of the posterior mass of the joint

update overlaps with that of the two-stage algorithms. This indicates that the two-stage algorithm

achieves a good balance between a stable point estimation and a reasonably well-spread posterior

support.

In addition, we provide the following frequentist coverage probability results on the limitation
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of the inference ability of using BASMU to estimate the scalar-valued NDE and total NIE. The

pointwise coverage probability of a fixed parameter using a Bayesian 95% credible interval depends

on prior configuration, especially the prior variance parameters σ2γ , σ
2
β , σ

2
ν . For the variance of the

scalar-valued γ, we set σγ to be a fixed value. For the high-dimensional spatial-varying parameters

β(s), ν(s), we assign inverse-gamma priors σ2β , σ
2
ν ∼ IG(a, b).

We have experimented with two sets of prior variance configurations,

(i) σγ = 1, a = b = 1 (the default): the active mediator selection result is in Table S3, and the

frequentist pointwise coverage probability for scalar-valued NIE and NDE under 100 repeated

experiments is reported in Table S4 below.

(ii) σγ = 2, a = b = 0.5: both the mediator selection results (FDR, Power, Accuracy) and the

frequentist coverage probability of the scalar NIE and NDE values in Table S5.

Prior setting (i) is the default choice we made throughout the simulation and real data analysis.

Prior setting (ii) is the more flexible prior setting, in the sense that the IG priors for σ2β , σ
2
ν place

more prior mass on the tail, and the prior variance σγ for NDE γ is also larger.

Based on Tables S4 and S5, the Bayesian 95% credible intervals in these two settings give a

lower than 95% frequentist pointwise coverage probabilities most of the time. There are two sources

for this under-coverage: (a) bias, i.e., how much the posterior mean point estimate deviates from

the true NIE/NDE values, and (b) variance, i.e., how concentrated the posterior mass is around

the mean point estimation.

For BIMA, due to ignoring the bias induced by spatial unobserved confounders, as indicated in

Figure S5, the main source of low coverage is the bias shift, rather than the variance. Hence, the

coverage probabilities for both NIE and NDE remain 0 for BIMA in both prior configurations in

Tables S4 and S5.

For BASMU, when the prior settings are more flexible, comparing setting (ii) in Table S5 with

setting (i) in Table S4 and S3, the frequentist coverage probabilities for the point estimates NIE and

NDE tend to increase, and even reach 95% for TwoStage with GP prior for ν. However, because

we use the Bayesian CIs for active mediator selection, a more spread-out prior mass will also lead

to inflated FDR in the mediator selection, as shown in Table S5 compared with Table S3.

BIMA TwoStage sparse TwoStage GP

NIE (freq. CP) 0.00 0.66 0.66
NDE (freq. CP) 0.00 0.04 0.11

Table S4: Frequentist Coverage Probabilities (CP) for NIE and NDE. Prior configurations (i):
σγ = 1, a = b = 1. This is under the same simulation setting as Table S3.

Hence, we still choose to use prior setting (i) for the active mediator selection, and only report

the metrics (bias, variance, MSE for the fixed-parameters) of point estimation on scalar-valued NIE

and NDE (see Tables S2, 1, and 2).
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Metric BIMA TwoStage sparse TwoStage GP

FDR 0.46 0.40 0.45
Power 0.92 0.89 0.87
ACC 0.84 0.87 0.84
NIE (freq. CP) 0.00 0.80 0.79
NDE (freq. CP) 0.00 0.86 0.95

Table S5: Averaged active mediator selection metrics (FDR, Power, Accuracy) and frequentist
coverage probabilities (CP) over 100 repeated experiments. Prior configurations (ii): σγ = 2, a =
b = 0.5.

S8 Sensitivity analysis (SA) in the presence of scalar unobserved

confounder

The proposed BASMU model assumes that the unobserved confounder has a latent structure, and

if the unobserved confounder were scalar-valued, it would be inseparable from the random noise

ϵM and hence not identifiable. However, in the real data analysis, we never know if there truly

exists other one-dimensional unobserved confounder that can impact both the outcome and the

mediator. Additionally, although our model allows for the unobserved confounder to be correlated

with the exposure Xi, this is not directly modeled. In this section, we provide sensitivity analy-

ses assuming that there exist 1-dimensional unobserved confounders, Ui, Vi,Wi, where Ui controls

mediator/outcome confounding, Vi controls the treatment/outcome confounding, Wi controls the

treatment/mediator confounding. We vary the corresponding effect sizes ρy, ρm for Ui on the out-

come and mediator, respectively. Similarly, we vary the size of ρvy, ρwm for the effect of Vi on the

outcome, effect of Wi on the mediator, respectively. We let ρvx = ρwx = 0.1 to keep the total

number of combinations in control.

The equivalent models for BASMU (2) and (1) in this simplified sensitivity analysis setting are

as follows,

Mi(sj) = α(sj)Xi +

q∑
k=1

ξk(sj)Ci,k + ηi(sj) + ρm(sj)Ui + ρwm(sj)Wi + ϵM,i(sj), (S.1)

Yi =

p∑
j=1

β(sj)Mi(∆sj) + γXi +

q∑
k=1

ζkCi,k +

p∑
j=1

ν(sj)ηi(sj)λ(∆sj)+

ρvyVi + ρyUi + ϵY,i, (S.2)

Xi = ρvxVi + ρwxWi + ϵX,i, (S.3)

Ui, ∼ G(u; θU ), Vi ∼ G(v; θV ),Wi ∼ G(w; θW ). (S.4)

where ϵX,i
iid∼ N(0, σ2X), ϵY,i

iid∼ N(0, σ2Y ), ϵM,i(sj)
iid∼ N(0, σ2M ).

We take the mediator/outcome confounder Ui as an example to explain the SA model, and

the explanation for Vi,Wi follows similarly. Here, we assume the sampling distribution of the

scalar-valued unobserved confounder Ui is G(u; θU ). Because there can be infinite combinations
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of spatially varying effect of Ui on Mi(s), we only consider the spatial homogeneous effect, i.e.,

assuming the effect of Ui onMi(s) is ρm(s) ≡ ρm everywhere. If the sampling distribution G(u; θU )

of Ui is allowed to be any general 1-dimensional distribution, the identifiability of the joint model

(S.1) - (S.4) is not guaranteed. Hence, we follow a simpler SA model proposed by Dorie et al.

(2016) where Ui is a single binary variable taking values in {0, 1}, and propose the following SA

Algorithm 2 for BASMU.

Algorithm 2 SA algorithm for BASMU with a single binary unobserved confounder

1: Based on the joint model (S.1) - (S.4) where Ui ∼ Ber(pu), Vi ∼ Ber(pv), Wi ∼ Ber(pw), and
assume a spatial constant effect of ρm(sj), ρwm(sj) such that ρm(sj) ≡ ρm, ρwm(sj) ≡ ρwm for
all j.

2: Specify a combination of fixed values ρy, ρm, ρvx, ρwx, ρvy, ρwm.
3: for each combination of fixed ρy, ρm, ρvx, ρwx, ρvy, ρwm do:
4: Initialize Ui, Vi,Wi to 0. Initialize all other parameters in BASMU.
5: for each MCMC iteration t do:
6: Draw all BASMU parameters θBASMU based on (S.1) - (S.3) with fixed
ρy, ρm, ρvx, ρwx, ρvy, ρwm.

7: Draw Ui independently for each i conditional on the joint model (S.1) - (S.3)

Ui ∼ Ber(πu1/ (πu0 + πu1))

πu1 = py(Yi|Ui = 1,θBASMU)pm(Mi|Ui = 1,θBASMU)pu

πu0 = py(Yi|Ui = 0,θBASMU)pm(Mi|Ui = 0,θBASMU)(1− pu)

Vi,Wi are drawn based on the joint model in a similar way. πv1 = py(Yi|Vi =
1,θBASMU)px(Xi|Vi = 1,θBASMU)pv. πw1 = pm(Mi|Wi = 1,θBASMU)px(Xi|Vi = 1,θBASMU)pw.

8: end for
9: Output the posterior distribution of θBASMU.

10: end for

Note that due to the computational constraints, it is challenging to sample ηi jointly with all

other parameters. In this SA, we keep ηi fixed at the same values as in the Two-stage analysis, and

use the posterior means of the Two-stage parameters presented as main results in Section 5 as the

initial values in the SA. We run a total of 2000 iterations and take the last 200 MCMC samples as

the posterior sample for computing the posterior means of NIE and NDE.

In the first SA (SA 1), we let ρvx = ρwx = ρvy = ρwm = 0. Figure S6a and Figure S6b shows the

sensitivity analysis result for the combinations of ρm ∈ (0.001, 0.01, 0.1, 1) and ρy ∈ (0.01, 0.1, 1, 2).

In the context of the ABCD study, the binary unobserved confounder could mean whether the

children’s nutrition intake or exercise level meets a certain criterion or not. In the second SA (SA 2),

we let ρvx = ρwx = 0.1, and vary all other effect sizes ρy, ρm, ρvy, ρwm ∈ {0.01, 0.1}. The posterior

means of NIE and NDE under all combinations of unobserved effects are shown in Figure S6c and

Figure S6d. Based on the results in Figure S6, we can see that the NIE and NDE effects show

small variations around the main result estimates where ρm = ρy = ρvx = ρwx = ρvy = ρwm = 0

(bottom left corners of Figure S6a and Figure S6b).
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Figure S6: Sensitivity analysis result in the presence of a binary unobserved confounder.

S9 Sensitivity analysis under different kernel specifications

In the main analysis, we use a region-specific Matérn kernel where the smoothness parameters

differ for each region. As discussed in Section 2, the latent structure of the subject-specific spatial

confounding effect ηi(s) matters in the real data analysis. The kernel we used in the main analysis is

chosen based on smoothness parameters that roughly match the empirical correlation, and slightly

tuned to be more flexible. Since we don’t know the ground-truth latent structure of ηi(s), in this

section, we provide sensitivity analysis results for various kernels.

According to the Matérn kernel formulation in (7), the two smoothness parameters are τ, ρ.

Initially, we choose a base set of τ, ρ for each region by empirically matching the GP kernel with

the sample covariance matrix. This kernel is referred to as the base kernel. Then, we try to set

the smoothness parameters τ, ρ the same across different regions, and we experiment with two such
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pairs, (τ = 1, ρ = 15) and (τ = 0.2, ρ = 80). Lastly, we also try to vary the base kernel a little by

keep τ the same, and changing ρ to be 90% or 110% of the base values of ρ for each region. The

110%ρ based on the base kernel is the GP kernel we used in the main analysis in Section 5.

To evaluate the performance of different kernels, we randomly split the whole data set into 50%

training and 50% testing, and compute the test MSE for different kernels. The latent structure

of ηi(s) also plays a key role in the mediation analysis; hence, we include two sets of sensitivity

analysis over kernels: (i) using the same ηi(s) as in our main analysis and only vary the kernel

for β(s)’s GP prior; (ii) mapping the main analysis estimated ηi(s) into different low-dimensional

spaces using each kernel listed above, and mapping it back to the original dimensions. Experi-

ment (i) demonstrates the case when β(s) and ηi(s) do not share the same low-dimensional space.

Experiment (ii) demonstrates the case where ηi(s) are estimated in different RKHS (reproducing

kernel Hilbert space), i.e., having different latent structures. We use the posterior means of the

main analysis as the initial values, and run 1000 MCMC iterations with the last 20% as the MCMC

sample after burn-in.

Table S6 provides the test MSE across different kernels. For Experiment (i), where the kernel

for ηi(s) and β(s) differs, with the same ηi(s), the last kernel 110%ρ has the lowest test MSE. This

is also the kernel used in our main analysis, indicating that for the estimated ηi(s), the 110%ρ is

the best kernel to use for the GP prior of β(s) among all other competitors. For Experiment (ii),

where ηi(s) is mapped into different RKHS but β(s) uses the same kernel as ηi(s), the first base

kernel has the lowest MSE, followed by the 110%ρ kernel, indicating that if we force β(s) and ηi(s)

to be in the same RKHS, the base kernel may fit the outcome model better.

In addition to the model fitting result, we are also interested in the active mediation voxel

selection. Figure S7 provides the Jaccard Index values for similarity comparisons of the active

voxels identified by different kernel configurations. For index sets A and B (the index set for active

voxels in our case), the Jaccard Index is a measure for similarity, defined as |A∩B|
|A∪B| . The active

voxel selection among different kernels tends to differ on voxels with very low effect sizes, hence we

report the similarity results in two levels of voxels with reasonably large effect sizes. The top right

triangular matrix in Figure S7 is the similarity on voxels with |E(s)| > 10−3 (as estimated in the

main analysis). The bottom left triangular matrix is the similarity on voxels with |E(s)| > 10−4. We

also included the main analysis selection in Column(Row) 6 in both matrices in Figure S7. Columns

(Rows) 1 to 5 are based on training data, but with different kernel settings, and Column(Row) 6

is the main analysis based on the full data.

Based on Figure S7, when thresholded at |E(s)| > 10−3, the similarities are higher across all

pairs. Within the upper triangular matrices, the kernel τ = 0.2, ρ = 80 has the lowest selection

similarity with all other kernels, and this is indicated in Table S6 as well because this is the kernel

with large test MSEs. The last column, the main analysis result, has the highest similarity with

all other kernels since this result is based on the full data analysis. If we only compare Columns

(Rows) 1 to 5, all based on training data alone, on the left panel with same ηi(s), all kernels except

for τ = 0.2, ρ = 80 have good selection similarity with Jaccard Index around or above 0.7. When

ηi(s) belongs to different RKHS, on the right panel, the similarity is generally lower, although the
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trio: base kernel, the τ = 1, ρ = 15 kernel, and the 110%ρ kernel still have pairwise Jaccard Index

greater than 0.7.

This sensitivity result shows that, although changing the kernel structure for ηi(s) or β(s)

will have impact on both the model fitting and the active mediation voxel selection, there still

exist certain common low-dimensional structures that maintain over 70% selection similarity to be

consistent across different kernel specifications and random subsetting of the full data. Although the

current kernel we use may not be the best kernel that truly reflects the underlying low-dimensional

structure of the unobserved confounder, it is still a practically stable choice.

Table S6: Summary of test MSE for different kernels.

Base 90%ρ τ = 1, ρ = 15 τ = 0.2, ρ = 80 110%ρ

test MSE (i) 0.652 0.728 0.689 0.724 0.616
test MSE (ii) 0.601 0.643 0.747 0.733 0.621
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Figure S7: Sensitivity analysis result under different kernel specifications. The numbers in the
heatmap represent the values of the Jaccard Index ( |A∩B|

|A∪B|) for the similarity of identified active
voxels for each pair of different kernel specifications. Columns and Rows 1 to 5 correspond to
the 5 kernrel specifications in Table S6, based on the training data. Column and Row 6 is the
main analysis in Section 5 using the 110%ρ kernel based on the entire data set. Numbers in the
top right triangular matrix are Jaccard Indices for voxels with |E(s)| > 10−3, based on the main
analysis, and the numbers in the bottom right triangular matrix are Jaccard Indices for voxels with
|E(s)| > 10−4.

S10 Additional discussion on the limitation of BASMU

The limitation of this work is that the mediator has to be spatially smooth or satisfy certain

pre-fixed correlation structures for the subject-specific spatial confounding effects to be estimated.
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In practice, unobserved confounders with more complex correlation structures may not be fully

accounted for under the current BASMU framework.

As discussed in VanderWeele et al. (2014), the cross-world independence assumption (assump-

tion (iv) in (3)) requires that, in the true data generating mechanism, there is no post-exposure

latent variables, affected by Xi, that also affect both the mediator Mi(s) and outcome Yi, while

not being part of the mediator of interest (i.e., no causal direction Xi → ηi while ηi →Mi, ηi → Yi

at the same time). This assumption is an untestable causal identification assumption, especially in

the BASMU model, where ηi is an individual-level latent effect. In the real data analysis, Xi is the

parental education level, and ηi is the spatial-varying individual effect coming from the mediator

model, after regressing out Xi and Ci. In BASMU, ηi(s) is intended to represent subject-specific la-

tent heterogeneity outside the targeted mediation pathway. A few examples of such subject-specific

spatial effects include: i) genetic polymorphisms influencing cortical maturation, since genetics are

fixed at birth, clearly not caused by parental education; neurotoxic pollutant exposure (lead, air pol-

lution), which is largely determined by residential environment, plausibly independent of parental

education level; baseline sleep or physical activity patterns, which reflect stable physiological and

behavioral traits rather than parental behavior.

The focus of BASMU is to provide a way to reduce bias in the point estimation of scalar-valued

NIE and NDE, and to select active mediation voxels using the criterion whether the Bayesian 95%

credible intervals cover 0. The frequentist-style inference capability, such as the frequentist coverage

probabilities of the point estimates for NIE and NDE in this Bayesian framework, would depend

on the choice of the priors, especially priors for the variance parameters σ2γ , σ
2
β , σ

2
ν . To achieve

such frequentist coverage probabilities in finite samples, one needs to carefully set the priors to be

adaptive to the sample size, which is beyond the scope of the current BASMU framework.
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